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Abstract

The K Nearest Neighbors Query (KNNQ) is a fundamental distance-based query
with applications in Geographic Information Systems (GIS) and many other
domains. The K Nearest Neighbors Join Query (KNNJQ) combines KNNQ
with the join operation to find the K nearest neighbors from a dataset P to every
object in another dataset Q. Due to the large number of distance computations
involved, KNNJQ is an expensive operation that poses a challenge for in-memory
systems. In this paper, we propose and evaluate novel in-memory algorithms for
KNNQ and KNNJQ using the compact data structure k2-tree. The proposed
algorithms exploit hierarchical spatial decomposition together with grouping,
pre-processing and progressive pruning techniques. In addition, we develop two
new plane-sweep algorithms for KNNQ and KNNJQ, that improve the brute-
force algorithms by reducing redundant computations. We conduct an extensive
experimental evaluation using real-world spatial datasets to evaluate the perfor-
mance of our KNNQ and KNNJQ algorithms, comparing them with KD-tree
and R*-tree based algorithms. Our results highlight the efficiency of pruning
techniques in k>-trees, which reduce distance computations and response time



by up to an order of magnitude in KNNJQ, in comparison with the equivalent
KD-tree, R*-tree and plane-sweep algorithms.

Keywords: K Nearest Neighbors Join Query, k2-tree, Plane-sweep, Spatial query
evaluation

1 Introduction

The K Nearest Neighbors Query (KNNQ) is one of the most important queries in the
computer science literature due to the many application domains in which it is used,
such as Geographic Information Systems (GIS), the Internet of Things (IoT), recom-
mendation systems, data mining, mining industry, machine learning, sensor networks,
robotics, etc. [1-3]. In the field of artificial intelligence and language modeling, KNN
queries are also becoming a key component in LLMs [4] or Retrieval-Augmented Gen-
eration (RAG) systems [5]. The KNNQ finds, for a given dataset P and a query point
q, K different points of P with the K smallest distances from ¢. On the other hand,
the K Nearest Neighbors Join Query (KNNJQ), which given two different datasets P
and @, finds for each query point of P the K nearest neighbors in @ (that is, the K
nearest neighbors in @ for all query points in P). The KNNJQ can be considered a
combination of KNN and join operations, and it is computationally expensive with the
increasing volume of data used and the value of K. The KNNJQ was inspired by the
fact that computing the K NNs for all query points in one dataset at once significantly
speeds up performance compared to running them (KNNQ) individually. KNNJQ is
a core primitive used in many important operations, such as spatial query process-
ing, k-means clustering, KNN classification, K distance diagrams, outlier detection,
missing value computation, etc. [2, 3].
Three representative application cases of KNNJQ could be the following:

* Application case 1 (Point-of-Interest (POIs) recommendation systems [6]),
groups of tourists want to visit new tourist places (museums, restaurants, party
halls, etc.) when they arrive in a new city (hotel) for a specific tour. In this case,
we have two spatial datasets, the locations of the hotels in a possible tour and the
positions of interesting tourist places, KNNJQ could “find the 10 tourist places
closest to each hotel” with the aim of making it easier to configure the best pos-
sible tour. Figure 1 displays a small example of KNNJQ for this application case.
Given a small set of hotels (4 in our example, in black) and a set of tourist places
(10 elements, in blue), we want to find the K = 2 tourist places closest to each
hotel. The red circles represent the search radius around each hotel to locate the
requested results.

» Application case 2 (Mobile Location Services), with two spatial datasets, the loca-
tions of stores of a multinational last-fashion company, and the positions of possible
customers using a smart phone with mobile data and GPS enabled. KNNJQ could
“find the 10 closest possible customers to each shop” for sending an advertising
SMS about a new fashion brand available there.
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Fig. 1 Simplified KNNJQ query: find the 2 closest tourist places to each hotel in London.

¢ Application case 3 (Transportation Monitoring and Moving Objects), considering
two spatial datasets, the locations of users of a taxi app, and the positions of
the available taxis. KNNJQ could “find the 10 closest possible app users to each
available taxi”, to be able to offer these users fast service at a reduced price (as a
promotion strategy), or for analysis by the taxi service company.

Nowadays, in-memory data management systems have become increasingly pop-
ular, since modern hardware is subject to continuous change and innovation (e.g.,
multi-core architectures, main memory technologies, distributed computing, etc.) [7].
The growing main memory capacity and its lower cost are currently boosting the
development of in-memory data management and processing, by eliminating the
expensive disk I/O operations and offering significantly better performance. In gen-
eral, in-memory data management systems cover two main objectives: (1) providing
analytics operations and (2) supporting efficient storage and fast retrieval operations
on arbitrary objects. For this reason, improvements in in-memory databases (e.g.,
Redis, Memcached, Apache Ignite, etc.) and in-memory big data analytics systems
(e.g., Apache Spark, Apache Flink, Presto, etc.) are being continuously analyzed and
researched to increase the performance. However, effective resource utilization remains
a challenge for in-memory systems, where compact indices play an important role.
Compact data structures [8] combine the low space usage of compressed represen-
tations with efficient algorithms to query, navigate, and optionally modify the data
in the main memory [9]. On the other hand, Bouros and Mamoulis [10] demanded
new algorithms for the in-memory processing of distance and nearest neighbor joins
over spatial data, directly applying plane-sweep technique or considering sophisticated
data partitioning or indexing to accelerate the join computation. In addition, Li et
al. [11] suggested developing new index structures in storage devices such as DRAM
(reducing disk access and improving query performance); therefore, and addressing
the previous actions, the design of compact in-memory indices and nearest neighbor
join algorithms are promising research directions.



Motivated by previous challenges, in this paper, we implement in main memory
(compact and plain) data structures that support efficient processing of distance-based
join queries. In our case, we design and implement efficient algorithms for KNNQ and
KNNJQ, having spatial data stored in main memory (with compact (k?-tree) and
plain (array of points) data structures) and perform an extensive set of experiments
with real-world datasets. In summary, we make the following contributions.

e We introduce the first compact in-memory framework for efficient processing of
KNNQ and KNNJQ over spatial data using the k’-tree data structure. In par-
ticular, we propose a Best-First traversal algorithm for ANNQ and a Depth-First
synchronized traversal algorithm for KNNJQ that exploit the hierarchical spatial
decomposition of k2-trees.

e We develop new distance-based pruning techniques for compact spatial indexing
that substantially reduce the search space and the number of distance computations
during query processing, enabling efficient execution of K NN joins in main memory.

e We design optimized plane-sweep algorithms for KNNQ and KNNJQ that reduce
redundant comparisons and provide an efficient non-indexed baseline for evaluating
spatial join performance in memory-resident datasets.

e We perform a comprehensive experimental evaluation on real-world spatial datasets,
analyzing execution time, scalability, pruning effectiveness, and memory efficiency
under different dataset sizes and query parameters.

e We compare the proposed methods with state-of-the-art spatial indexing
approaches, including KD-trees and R*-trees, showing that k2-tree-based algorithms
achieve significant performance gains, particularly for selective KNNJQ workloads
and large spatial datasets.

This paper is organized as follows. In Section 2, we review the state-of-the-art in
KNNJQs and k2-tree for spatial joins. In Section 3, we present the preliminaries and
background of this research, highlighting the definitions of queries, the k2-tree data
structure, and the plane-sweep technique applied in joins. Section 4 exposes the new
algorithms for KNNQ and KNNJQ using the plane-sweep technique and k2-trees. In
Section 5, we present the most representative results of an extensive set of experiments
that we have carried out, using real-world datasets. This experimental study reveals
that algorithms using the k2-tree are up to an order of magnitude faster than plane-
sweep in large datasets, especially for very selective queries (small K). Additionally,
the study includes a comparison with the KNNQ and KNNJQ algorithms over the
classical access methods used in this field: KD-trees [12] and R*-trees [13]. Finally,
in Section 6, we summarize the contributions of our work and outline our plans for
future research.

2 Related Work

In this section, we review the KNNJ query in the literature (different indices and
query processing techniques) and the related work of k2-trees used in spatial joins.



2.1 K Nearest Neighbor Joins

In the literature, KNNJQ is also known as All-K-Nearest Neighbors Query
(AKNNQ), since it finds from every object in a dataset P, the K nearest neighbors
in other specified dataset (). There already exist several approaches for processing
KNNJQ in Euclidean space, and they can be classified into two categories, depending
on whether the input datasets are indexed or not. The first one reports the solution
of the join query by using specific spatial index structures. In this category, the most
representative contributions are the following:

e The first KNNJQ algorithm, using indices (indices nested loop join technique),
was proposed by Béhm and Krebs [14], and was based on a new index structure
called Multipage Index (MuX). MuX is a complex index structure based on MBRs
(Minimum Bounding Rectangles) with large pages for fast I/O accesses (optimized
for I/O), which are organized into main memory pages trying to minimize the
number of distance calculations (optimized for maximum CPU efficiency) in the
join processing. The proposed KNNJQ algorithm first retrieves the current page
of P (each page of P is accessed exactly once) and then executes nearest-neighbor
queries for all points stored on the closest pages of Q. In addition, a complex index
structure based on priority queues is also maintained to store candidate results and
compute the pruning distance.

e Zhang et al. [15] proposed two algorithms to support AKNNQ based on R-trees
[16]. The former is called Multiple Nearest Neighbor algorithm, which is an index-
nested loop join operation (runs |P| NN queries, one for each point in the R-tree
Rp, on the R-tree Rq), where the locality of objects is maximized to minimize I/0,
but the CPU cost is still high due to the large number of distance calculations for
each NN search. The latter is called Batched Nearest Neighbor algorithm, which
splits the points in P into n disjoint groups (based on a Hilbert curve) and traverses
the R-tree Rg only n times (one query for each group), significantly reducing the
number of distance calculations.

¢ Chen and Patel [17] proposed an AKNNQ algorithm (called MBA, MBRQT Based
ANN algorithm) using an enhanced bucket-quadtree index structure (MBRQT) and
a new pruning metric NXNDIST (MINMAXMINDIST). NXNDIST reports the
minimum diagonal length among the search regions and can be used as the upper
bound for the AKNN search. The MBA algorithm is based on a Depth-First index
traversal of the MBRQT and a bidirectional node expansion strategy, responding
efficiently to the more general AKNN query.

e Sankaranarayanan et al. [18] described, in the context of image processing (appli-
cations involving large point clouds), an optimized algorithm that determines the
nearest neighbors for all points starting from the index leafs for arbitrary persis-
tent index structures (although it focuses on bucket PR quadtrees [19] and R-trees
[16]). In particular, the proposed algorithm uses the maximum distance that two
points in two compared MBRs might have to determine the current pruning range
(MaxMaxDist criterion). The authors demonstrated that the proposed algorithm is
optimal with respect to the number of disk pages that intersect a query area covered
by the MaxMazxDist.



The second category computes the result of KNNJQ without using any index.
In this case, the most simple approach is to compute a separate KNN query on the
inner dataset @) for each object in the outer dataset P. This approach is often referred
to as nested loop join and can be accelerated by several techniques, obtaining better
empirical running times. The most characteristic approaches in this category are the
following:

e Zhang et al. presented a two-phase hash-based algorithm for processing AKNNQ
[15], which (1) hashes the points from P and @ in spatial partitions, (2) loads pairs
(Hp,Hq), Hp € P, Hp € Q of buckets covering the same region and searches for
each p; € Hp its NN in Hg. To evenly distribute the points in the hash buckets,
the authors considered the spatial hashing method used by PBSM (Partition Based
Spatial-Merge) [20]. To reduce the I/O cost of the hash-based algorithm, one needs
to minimize the number of page accesses required by the second pass of the algo-
rithm by processing buckets in an order such that the tiles in memory are close
to each other with high probability. For this purpose, two tiling schemes were pro-
posed: (1) round-robin tiling and (2) Hilbert tiling, showing the important benefits
of the second approach during query processing.

» Xia et al. K presented a block-nested loop K NJ method, termed GORDER (G-
ordering KNN), et al. [21]. Tt performs the pruning at the block and object levels
(where it requires more computation). It also sorts input datasets into the G-order
(an order based on grid), and then applies the scheduled block nested loop join on
the G-ordered data to obtain the final result.

* Chen and Chang [22] developed the ONHC strategy (one-nearest-neighbor finding
strategy directly based on the Hilbert curve), and by relations among orientations,
orders, and quaternary numbers, the relative locations of the query block and the
neighboring block in the Hilbert curve are computed. Then, the nearest neighbor of
one query point can be found directly from these neighboring blocks. Next, using
the ONHC strategy, the ANN finding strategy based on the Hilbert curve (denoted
as ANHC strategy) for ANNQ was also proposed.

For high-dimensional data, this join query has also been actively studied, and
to know a complete comparative study of different KNN join techniques in high-
dimensional spaces, study recent surveys [2, 3].

* Yu et al. [23] proposed a KNNJQ algorithm, based on the similarity search method
iDistance [24] and the properties of the iDistance partition strategy, which helps it
significantly improve performance. The authors describe a basic algorithm (called
iJoin) that extends iDistance to the KNNJ problem. Furthermore, two extensions
(iJoinAC and iJoinDR) are proposed that employ MBR-approximations to reduce
distance computations and a dimensionality reduction approach to improve the
performance on higher dimensionalities.

e Efficient incremental updates on the KNN join results were explored by Yu et al.
[25], developing the kNNJoin™ method, which efficiently searches for the K nearest
neighbors and dynamically updates the results whenever an update operation is
performed (using a sphere-tree index).



e Three KNN Join algorithms specifically designed to handle sparse and high-
dimensional datasets were introduced by Wang et al. [26]. The authors proposed two
algorithms to efficiently solve KNNJQ, improving a brute force variant that acts as
the baseline. The Inverted Index-Based (IIB) algorithm utilizes inverted lists and
has a great advantage against brute force, pruning unnecessary elements. Improved
Inverted Index-Based (IIIB) algorithm, which is based on IIB, uses threshold-based
refinement to solve the KNN Join problem more efficiently.

e The method for processing KNNJQ presented by Emrich et al. [27] is based on
spherical page regions, and thus the SS-tree [28] (multidimensional index structure)
is used in this proposal. To discard pages from the search as early as possible, the
KNNJQ algorithm introduces trigonometric pruning, which allows to consider an
asymmetric pruning area around a given query approximation.

e Yang et al. [29] introduced two data structures for handling high-dimensional data:
the HDR-tree (for exact solutions) and the HDR*-tree (for approximations). The
High-Dimensional R-tree (HDR-tree) integrates the Principal Component Analysis
(PCA) technique with clustering to reduce data dimensions. In contrast, the HDR*-
tree opts for the Random Projection (RP) strategy, which applies a random matrix
to transform data dimensions.

¢ Recently, an efficient KNN join method on dynamic high-dimensional data was pro-
posed by Ukey et al. [30]. It was called EKNNJ, an improved method for performing
KNN Joins on high-dimensional data, with a focus on batch processing, delayed
updates, and optimized deletion operations. This new method computes the KNN
join in main memory and adopts the HDR-tree [29] to reduce the search cost in
main memory. Additional optimizations are also proposed to improve the efficiency
of this method.

In metric spaces, the problem of AKNNQ was addressed by Chen et al. [31],
introducing new efficient algorithms to support this join query with arbitrary K values.
The proposed methods used a dynamic disk-based metric index (COM-tree, based
on M-tree [32]), employed a series of pruning rules, taking advantage of grouping,
reusing, preprocessing and progressive pruning techniques. In addition, the proposed
approach was extended to tackle the metric self-A K NN search, a natural variation
of AKNNQ), where the query set @ is identical to the set P. On the other hand, the
Partition-Based MAKNN Algorithm (PMA) [33] is an efficient disk-based algorithm
to answer metric AKX NN query processing without any underlying index.

Taking into account only one point dataset, the problem of self-all-nearest-
neighbors (for each point p of P finds its nearest neighbor, that is, search for another
different point of P that is closest to p) has been extensively studied in the field of com-
putational geometry [34]. The most classical and relevant contributions are [35-37].
Hinrich et al. [37] presented the first sweep algorithm for this problem, based on the
construction of the Voronoi-diagram and the concept of clipped computation. In a
later work [38], the same authors presented a simple, efficient and robust plane-sweep
algorithm that solves 2-dimensional nearest-neighbor problems in an asymptotically
optimal time O(n - log n), which improves the algorithm presented in the previous
work [37], making it more robust, practical, and simple. Another technique to solve
this problem [36] consists of maintaining the input points into cubical boxes together



with some neighborhood information for each box (i.e. the points of the input dataset
are organized into a collection of d-cubes or d-boxes). The boxes are split into smaller
boxes, it is determined which of the given points are in the smaller boxes, and the
neighborhood information is refined. This is repeated until each box contains a fixed
number of points, and then the nearest neighbors for the points in each box are
obtained from the neighborhood information for the box. Recently, et al. [39] released
a new algorithm that truly achieves the O(n-logn) bound, based on the construction
of a Rectangle Split Tree (RST) and the computation of the Minimum Enclosing Ball
(MEB), improving the algorithm presented by Vaidya [36].

Recently, and to further emphasize the importance of this query, the KNNJQ
algorithms have also been designed and implemented in other contexts. As in dis-
tributed spatial data management systems based on Hadoop-MapReduce [40-42] and
Spark [43-47]. In distributed spatio-temporal systems, the spatio-temporal K Nearest
Neighbors join (ST-kNN join) that considers both spatial closeness and temporal con-
currency has been recently studied in several works [48, 49], using Spark. KNNJQ has
also been examined in data streams [50], where an adaptive scalable stream KNNJ
algorithm has been proposed (ADS-KNN), addressing the challenge of performing the
KNNJ operation on highly dynamic data, using an own lightweight stream process-
ing framework based on MPI (Message Passing Interface). Cho [51] considered the
problem of processing KNN joins in road networks where the distance between two
points is the length of the shortest path connecting them. A shared execution-based
approach was proposed, it was called the group-nested loop (GNL) method that can
efficiently evaluate KNN joins in road networks by exploiting grouping and shared
execution. In a parallel context, a new hybrid KNNJ algorithm (HybridKNN-Join)
is presented in [52] which parallel nearest neighbor searches exploit GPU and CPU
architectural features. Finally, with this review, we highlight the great relevance and
research activity on this topic in recent years. In Table 1 we can see the summary of
all the algorithms, indices, and query processing techniques used for KNNJQ.

2.2 Spatial join query processing with k?-trees

The k2-tree, originally introduced by Brisaboa et al. [53], is a compact representation
of sparse binary matrices that has been later applied to the representation of different
kinds of graphs and spatial data.

Several classical algorithms for spatial queries and spatial joins on quadtrees can be
translated to the k2-tree succinct representation, taking advantage of its navigational
properties. In this section, we will focus on existing solutions for spatial joins of
collections of points represented using k2-trees, which share similarities with this work.

The first algorithms to answer K NN over a single k2-tree, as well as an algorithm
to answer the K Closest Pairs Query (KCPQ) over two point datasets represented
using k2-trees, were proposed by Santolaya et al. [54]. KCPQ is a widely used distance-
based join query that takes two sets of points as input and returns the K pairs of
points that are closest to each other, each point belonging to a different dataset. Their
KCPQ algorithm is based on a synchronized traversal of both k2-trees and uses a
priority queue to traverse the most promising regions first.



Table 1 Review of KNNJQ algorithms, indices and query processing techniques.

Both inputs are indexed Neither input is indexed
Multipage Index (MuX) [14] | Hash-based approach [15]
Euclidean Space R-tree (MNN and BNN) [15] | GORDER [21]

MBRQTree (MBA) [17] ONHC strategy [22]

PR quadtree [18]
iDistance (iJoin, iJoinAC and iJoinDR algorithms) [23]
kNNJoinT method [25]

IIB and IIIB algorithms [26]

SS-tree-based approach [27]

HDR-tree [29]

EKNNJ method [30]

COM-tree [31]

Partition-based MAKNN algorithm (PMA) [33]

Sweep algorithm with Voronoi-diagram [37]

Plane-sweep approach [38]

Technique based on a collection of d-cubes [36]

Rectangle Split tree and Minimum Enclosing Ball [39]
Apache Hadoop (H-BNLJ, H-BRJ and PGBJ) [40—42]
Apache Spark (Simba, Spitfire, LocationSpark, etc.) [43-47]
ST-kNNJ with Apache Spark [48, 49]

Data streams (ADS-KNN) [50]

Road networks (GNL method) [51]

GPU and CPU (HybridKNN-Join) [52]

High-dimensional

Metric space

Self~ANN

Other contexts

More recent work [9] builds on the same ideas to propose new algorithms for
KCPQ and several constrained variants. This work also proposes an algorithm to
answer the € Distance Join Query, which is similar to KCPQ but returns all pairs
of points separated by a distance d < ¢ instead of a fixed number K. All of these
algorithms are based on the same ideas of synchronized k2-tree traversal, but involve
different additional data structures to speed up navigation and to prune branches
during traversal. In this work, the k2-tree algorithms are shown to be very competitive
with plane-sweep for large datasets.

The work presented in this paper shares the core ideas of these algorithms, to the
extent that our algorithms are based on a synchronized k2-tree traversal. However,
the specific implementation details and additional data structures required must be
tuned to each query, so the details about existing solutions for KCPQ and eDJQ are
not necessary to understand our work. We refer the reader to the original works for
additional details about these related algorithms.

3 Preliminaries and background

In this section, we first present the definitions of the queries (KNNQ and KNNJQ)
studied in this paper. Next, the k2-tree compact data structure and its basic traversal
algorithms are also reviewed. Finally, the plane-sweep technique is described for its
use in spatial join query processing in main memory.



3.1 KNNQ and KNNJQ

By definition, given two sets of points P and @, the KNNJQ retrieves for each point
in one dataset (P), the K nearest neighbors of this point in the other dataset (Q).
Therefore, we can deduce that KNNJQ is based on KNNQ, which is one of the most
important and studied spatial operations [2, 3].

Given a set of points P, KNNQ returns the K points of P that are the closest to
a given query point ¢ (i.e., it reports only the top-k points of P from ¢). The formal
definition of KNNQ for points is the following:
Definition 3.1 K Nearest Neighbors Query, KNNQ
Let P = {p1,p2, - ,pn} be a set of points in the Fuclidean space, where dist is the
Euclidean distance. Then, the result of the K Nearest Neighbors Query, with respect to
a query point ¢ and a number K € N is an ordered set, KNNQ(P,q, K) C P, which
contains K (1 < K < |P|) different points of P, with the K smallest distances from q:
KNNQ(P,q,K) = {p1,p2,-+ ,px} C P, such that Vp € P\ KNN(P,q,K) we have
dist(p;,q) < dist(p,q), 1<i< K

When two datasets (P and @) are combined, one of the most studied distance-
based join queries is the K Nearest Neighbors Join Query (KNNJQ), where, given two
sets of points (P and @) and a positive number K, it reports for each point of P, the
K nearest neighbors of this point in Q. Its formal definition of points is given below.
Definition 3.2 K Nearest Neighbors Join Query, KNNJQ
Let P = {p1,p2, - ,pn} and Q = {q1,q2, - ,qm} be two sets of points in the
Euclidean space, and a number K € NT. Then, the result of the K Nearest Neighbors
Join Query is a set KNNJQ(P,Q,K) C P x Q, which contains, for each point of P
(pi € P) the K nearest neighbors of this point in Q:
KNNJQ(P.Q.K) = {(pi.4;) : ¥ pi € P, q; € KNNQ(Q, pi, K)}

3.2 The k3-tree

In this work, we use the k%-tree data structure [53] to store collections of points
arranged into a binary grid. For any given resolution, a square binary grid is used to
partition the space, associating each object to the grid element that contains it. For
simplicity, we assume that the spatial resolution is high enough for each cell of the
matrix to contain at most one point. These assumptions do not significantly affect
the k2-tree performance, since it can efficiently handle very large grids and virtually
extending the grid to make it square does not affect performance.

The conceptual k2-tree is built by partitioning the space into k2 equal-sized regions.
Each region is labeled with a bit: 1 if it contains at least one point, and 0 otherwise.
For the usual case k = 2, 4 quadrants are generated, in the order NW-NE-SW-SE.
The k2 bits are placed in the root node of a tree. Each region labeled with a 1 is
decomposed recursively, generating children of the current node. Note that all nodes
contain k2 bits and as many children as bits set to 1. Figure 2 displays a collection
of hotels (a), the binary grid representing the same elements (b), and the conceptual
k2-tree (c) representing the grid for & = 2. Note that the space partition used to build
the tree is the same as that used in the MX-quadtree [19, Section 1.4.2.1]. Note that
the grid covering the space is assumed to be square, with a side length equal to any
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Fig. 2 A 2D-space model with its binary matrix and k?-tree representations.

power of 2. To this effect, after fixing the spatial resolution and therefore the actual
grid size, it is extended to the closest size 2™ x 2". This virtual section of the grid
requires negligible space, since it contains no points.

The k2-tree implementation stores the contents of the tree in two bitmaps. Fol-
lowing a Breadth-First traversal, the bits of all the nodes in the upper levels of the
tree are stored in bitmap 7', and the nodes of the last level in bitmap L. Figure 2 (d)
displays the bitmaps T and L for the conceptual tree (c). To facilitate tree traversal,
a small rank structure must be added to T to compute in constant time the opera-
tion rank (T, p), which returns the number of bits set to 1 in 7" from the beginning
to position p.

To traverse a k2-tree, we start at the root node, located in T'[0...%* — 1]. Each
bit of this node corresponds to a fixed-size region, which is easy to compute given the
initial size of the grid. A region whose bit is set to 0 contains no points, and bits set
to 1 denote regions with at least one point. Given a bit set to 1 at position p, the
child node corresponding to that region begins at T'[p'], where p’ = rank; (T, p) x k2.
If p’ > |T'|, we have reached the last level and need to access L[p’ — |T'|]. Using these
basic traversal operations, general window queries are easily performed in k2-trees by
filtering the relevant branches to expand.

Several variants have been proposed to improve the compression and query times of
the basic structure [53, 55]. In addition, a number of additional operations have been
implemented. Brisaboa et al. [55] used a collection of k2-trees to represent general and
time-evolving raster data. In this proposal, a parallel traversal of multiple k2-trees is
required to answer queries. These operations are specialized cases of set operations in
k2-trees, which have also been studied by Quijada et al. [56]. There have been similar
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ideas to the represent RDF databases [57], where the authors proposed algorithms
that involve more complex synchronized traversals of multiple k2-trees, by applying
different search constraints to each k2-tree.

3.3 Plane-sweep technique for spatial join query processing

Plane-sweep is one of the most important algorithmic paradigms for designing geo-
metric algorithms of great generality and effectiveness [58]. The plane-sweep (or
sweep-line) technique is widely used in computational geometry to solve various prob-
lems in Euclidean space (e.g., line segment intersections, Voronoi diagrams, convex
hull, triangulation, etc.) in the context of GIS and spatial databases [59]. The key idea
of this algorithmic technique is to sweep (usually from left to right) the plane with a
line (often a vertical line), stopping at some points and performing specific geometric
operations in the sequence of the data encountered. Such geometric operations are
restricted to geometric objects that are in the immediate proximity of the sweep line
whenever it stops, and the complete solution is available once the line has passed over
all necessary objects. The plane-sweep technique has been successfully used in GIS
and spatial databases to report the result of several well-known spatial queries (e.g.
spatial (intersection) join, KNNQ, K Closest Pairs Query (KCPQ), Skyline Query,
etc.), regardless of whether the sets of spatial objects are indexed or not.

For join processing, the plane-sweep technique can be used in the sort-and-sweep
method [60], where the objects in the two datasets are sorted in increasing order
according to the coordinates of one of the axes, e.g. the X-axis, and then a vertical scan
line is swept from the left to the right, processing only the necessary pairs of objects
according to the join spatial predicate of the query. That is, the plane-sweep method
corresponds to the sweep part of the sort-and-sweep method in a join operation. In
the context of distance-based join queries (DJQ), the plane-sweep technique has been
successfully used to improve the brute-force nested loop algorithm, where all possible
combinations of pairs of points (from two sets of points that reside in main memory)
should be tested, significantly reducing the number of distance computations and
making the plane-sweep-based DJQ algorithm much faster [61, 62].

4 Algorithms for KNNQ and KNNJQ using
plane-sweep and k?-trees

In this section, we describe the new algorithms for KNNQ and KNNJQ using the
plane-sweep technique and k2-trees. The plane-sweep algorithms for KNNQ and
KNNJQ are explained in Section 4.1, and PSKNNJQ is detailed in Algorithm 1. The
algorithms for KNNQ and KNNJQ using k?-trees are explained in Section 4.2 and
are outlined in Algorithm 2 and Algorithm 4, respectively.

4.1 KNNQ and KNNJQ using plane-sweep

The plane-sweep algorithms have been used extensively in GIS [59], for example, basic
computational geometry algorithms to find intersecting line segments, rectangles,
polygons, etc. The most common use of plane-sweep algorithms in spatial databases
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is to perform spatial joins: intersection [60], distance-based [61, 62], etc. For example,
plane-sweep algorithms have been implemented for K CPQ, following different sweep
approaches [62].

4.1.1 KNNQ using plane-sweep

The plane-sweep algorithm for KNNQ takes as input the set P = {p1,p2,- -+ ,pn} of
points in the Euclidean plane (dist is the 2d Euclidean distance) and a query point q.
We assume that the points of P are sorted in ascending order of their X-values and
the sweep-line is moved from left to right. The output contains the K (> 1) points of
P with the K smallest distances to q.

For this algorithm, a max-heap (keyed by dist(p;,q) and called MaxKHeap) is also
used, keeping the K points with the K smallest distances to the query point g found so
far. The dist of the root of MazKHeap is denoted by ¢. During algorithm processing,
MaxKHeap is maintained as follows: (1) if the heap is not full (it contains less than K
points), p; will be inserted into the heap, regardless of dist(p;, q); (2) if dist(p;, q) > 9,
then there is no need to insert p; into the heap; and (3) if dist(p;,q) < J, then the
root of the heap is removed, p; is inserted into the heap, updating the data structure,
and 4.

In the plane-sweep algorithm that we have developed for KNNQ (PSKNNQ),
following a similar sweeping technique proposed by Dinis and Mamede [63], in the
sense that the area that contains the query point is explored either to the left or to
the right, depending on the X-direction of the input data set (which is ensured to be
right to left or left to right). We first find a point p,, € P that is X-closest to the
query point ¢, using a binary search algorithm. Then, we keep two sweep-lines, sweep-
line-left (sll) and sweep-line-right (slr), to control the direction of the movement (to
the left or right). The sli is located on p,, and in each iteration moves to the left
until a point p; with distz(p;,q) > 0 is found (termination condition), where distz is
the distance only on the X-axis between p; and g. The sir is located on p,,4+; and
in each iteration moves to the right until a point p; with distz(p;,q) > ¢ is reached
(termination condition). At the end of the execution of the algorithm, MaxKHeap will
contain K data points of P with the K smallest distances to the query point g.

4.1.2 KNNJQ using plane-sweep

Following strict Definition 3.2, a naive approach to processing a KNNJQ is to per-
form one KNNQ on dataset @ for each point in the dataset P, using a Multiple
Nearest Neighbor schema [15]. We can use the above plane-sweep KNNQ algorithm
(PSKNNQ) for this purpose with some optimization such as sorting the points of P
using the Hilbert order. On the other hand, following the sort-and-sweep method, we
can apply the plane-sweep technique to both datasets in the sweep part, assuming
that both datasets P and @ are sorted in ascending order of their X-values. It follows
a similar processing scheme for KNNQ by searching in @), the nearest neighbors on
the left and on the right for each (query) point in P. That is, the new plane-sweep-
based KNNJQ algorithm (PSKNNJQ) computes KNNs in @ for all query points (in
P) at the same time (Algorithm 1).
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For this distance-based join algorithm, we need an array of |P| MaxKHeaps (one
for each point in P), called arrMKH, keeping the K points of ) with the K smallest
distances to each point p; € P found so far. In addition, we implemented two functions
to manage this data structure: (1) heapAdd that adds the ¢; point as a neighbor of p;,
keeping the heap updated; and (2) heapAddReplaceRoot that adds the g; point as a
neighbor of p;, replacing the root of the heap (max neighbor), updating the heap and
returning the distance of the root of the heap (max distance) as §. The heapLength
function returns the length (or size) of the max-heap for the point p;.

The general idea of PSKNNJQ is to work based on the plane-sweep paradigm for
proximity queries, which treats the sorted X-axis as a sequential sweep line to restrict
the search space; its operation can be summarized in three key phases: anchor iden-
tification, bidirectional exploration, and spatial pruning. In the anchor identification
step, for each query point p € P, the algorithm uses a binary search to locate its
corresponding position in @ based on the X-value, establishing an anchor (or start-
ing) point for the search. In the bidirectional exploration phase, from the anchor, the
algorithm expands its search bidirectionally (to the left and right) along the sorted
set @ (using an offset variable to check neighbors moving left and right). It main-
tains a MaxKHeap for each query point to track the current K nearest neighbors and
the distance (4) to the K-th neighbor. Finally, in the spatial pruning phase, which is
the core optimization of the algorithm, it constantly compares the horizontal distance
(dx?) between the query point and the current candidate in @ against the established
threshold §, the algorithm can determine when no further points in a specific direc-
tion can possibly qualify as neighbors. Once this pruning condition (§ < dz?) is met,
the search in that direction is immediately ended, significantly reducing the number
of distance calculations required.

In Algorithm 1 (PSKNNJQ), first, for each point p; € P, we find the point g,0s € Q
that is closest, as far as the X-axis, using a binary search function (line 5). Next, we
begin to move from that point gp.s in @, approaching a point from its left (pos — j)
and a point from its right (pos + j). In the first loop with j (line 9), we start our
movement in the Q dataset. Initially, until the MazK Heap of neighbors (for this point
p; of P) is filled, we consider as many points of @ as we find. If the MazKHeap is
full (second j-loop on line 25), we replace the new neighbors, increasing the distance
constraint (§ value). As we can observe, the algorithm moves left and right, and if
the distance of a point is smaller than the distance of the farthest neighbor in the
MazKHeap (dist < ¢), it is replaced by the new point, and the MaxzKHeap performs
updating operations (lines 34, 38, 48 and 52). Special cases are the fragments of lines
28-36 and 42-50. For example, on lines 28-36, if the rest of the points on the left are
far away (6 < dx?), check only the points on the right (pos + j) and then break. Lines
42-50 do the same, but in the opposite direction: if the points on the right are far
away, check only the points on the left (pos — j) and then break. After checking all the
points in P, the algorithm ends, having found all the K nearest neighbors in @ for
each point in the P dataset, and they are stored in the array of MaxKHeaps, arrMKH.

4.2 KNNQ and KNNJQ using k?-trees
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Algorithm 1 PSKNNJQ: K nearest points in @) to each point in P with plane-sweep.

1: function PSKNNJQ(P, Q, K)

2 arrM K H + createArrayOfMaxKHeaps(P.size, K)
3 for i + 0 to i < P.size increment 1 do

4: arrM K H[i].p < P[i]; arr M K H[i].root.dist < 0
5: pos < binarySearch(Q, P[i].z)

6 dist + (Pli].z — Q[pos].z)? + (P[i].y — Q[pos].y)?
7 heapAdd(arrM K H[i], Q[pos], dist

8 for j < 1 to true increment 1 do

if (pos — j) > 0 then
10: dist « (Pli].z — Q[pos — j].z)* + (Pli].y — Q[pos — j].y)?
11: heapAdd(arrM K H|[i], Q[pos — j], dist
12: if heapLength(arrM HK|i]) == K then
13: if (pos + j) < Q.size then
14: dist + (P[i].z — Q[pos + j].z)% + (Pli].y — Q[pos + j].y)?
15: 0 < arrM K H{[i].root.dist
16: if dist < 6 then
17: 0 < heapAddReplaceRoot(arrM K H[i], Q[pos + j], dist)
18: break
19: if (pos + j) < Q.size then
20: dist « (Pli].z — Q[pos + j].z)% + (Pli].y — Q[pos + j].y)?
21: heapAdd(arrM K H[i], Q[pos + j], dist
22: if heapLength(arrM HK[i]) == K then
23: break
24: 0 < arrM K H[i].root.dist
25: for j < j + 1 to true increment 1 do
26: if (pos — j) > 0 then
27: dz < Pli].x — Q[pos — jl.x
28: if § < dz” then
29: for j < j to (pos + j) < Q.size increment 1 do
30: dz + Pli].x — Q[pos + j|.x
31: if § < da” then
32: break
33: dy « P[il.y — Qlpos + j].y; dist + dx? + dy?
34: if dist < 6 then
35: 0 < heapAddReplaceRoot(arrM K H[i], Q[pos + j], dist)
36: break
37: dy + Plil.y — Q[pos — jl.y; dist < da? + dy?
38: if dist < 6 then
39: 0 < heapAddReplaceRoot(arrM K H[i], Q[pos — j], dist)
40: if (pos + j) < Q.size then
41: dx < Pli].x — Q[pos + j].x
42: if § < da” then
43: for j < j+ 1 to (pos — j) > 0 increment 1 do
44: dz < Pli].x — Q[pos — j|.x
45: if § < dz? then
46: break
47: dy « P[il.y — Q[pos — j].y; dist + da? + dy?
48: if dist < 6 then
49: 0 < heapAddReplaceRoot(arr M K H[i], Q[pos — j], dist, Q)
50: break
51: dy + Plil.y — Q[pos + jl.y; dist < da? + dy?
52: if dist < 6 then
53: § + heapAddReplaceRoot(arr M K H[i], Q[pos + j], dist)

54: return arrM K H
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In this section we will describe the KNNQ and KNNJQ algorithms that use k2-trees
as the underlying data structure storing the points. KNNQ uses a Besf-First traversal
of the k2-tree, while KNNJQ uses a Depth-First approach. Both include pruning rules
to speed up query processing.

4.2.1 KNNQ using k2-trees

KNNQ (Algorithm 2) obtains, from a dataset P, the K nearest points to a given query
point g¢. It takes as input the query point ¢, a k-tree P, which is the compressed rep-
resentation of the matrix that corresponds to the dataset P, and the desired number
of output points, K. We should not confuse K with the lowercase k& which represents
the parameter for k?-trees.

It uses several standard data structures:

e A priority queue PQueue to store the nodes to be processed. Each node holds the
following information:

— P, which can be the whole matrix (the root of the k*-tree that represents the
dataset P) or a submatrix that comes from the standard partitioning of the k2-
tree. It is defined by its top-left corner coordinate (z,y), and it also stores the
offset in the k2-tree bitmap T'|L (i.e., the pointer to the node in the conceptual
k2-tree that represents the submatrix).

— The level where the P submatrix stands in the whole k2-tree. It helps to know
if the current matrix is actually a matrix or an individual cell, and it permits to
compute the size of the matrix, which is n/kl¢v¢.

— minDist, which is the minimum possible distance between the query point ¢ and
any point in the matrix P. This distance is computed as defined by Corral et al.
[64].

As an implementation detail, PQueue was coded as a minimum heap over minDist,
so that the matrix that may contain the closest points to ¢ is located at the top.
The priority queue uses standard functions to enqueue and dequeue elements, as
well as testing for its emptiness.

e A fixed size, ordered list OutList, to hold the current candidate points. It has room
for K elements, each one containing a point that comes from P and its distance to
the query point q.

In this case, OrdList was implemented as a maximum heap over the distance, so
the (so far) farthest point is located at the top. This distance can be obtained by
calling maxDist(). The length() method gets the current number of elements and
insert() is used to add a new element. Note that, for our particular implementation,
insert() has some special behavior: Insert the element only if its distance to ¢ is less
than the current maxzDist() or OutList has less than K elements. Furthermore, if
OutList already has K elements, the former top element is removed from the list.

The main idea behind this algorithm is to recursively partition the matrix, search-
ing for submatrices that can contain candidate points for the solution. In each step,
P is split into up to k% submatrices (the empty submatrices are skipped) and, for
each one, its minimum possible distance to ¢ is computed. If the current output list
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contains K elements and the minimum distance of a submatrix is not less than the
current maximum distance of the list, then the submatrix is discarded (as if pruning
the conceptual k2-tree, which can greatly improve the efficiency of the algorithm). In
other cases, the submatrix is enqueued in the priority queue. When we reach the leaf
level of k2-tree, we are dealing with cells, and the real distance between the cell point
and ¢ is computed. The point is inserted into the output list if its distance to ¢ is less
than the current maximum distance of the list, or if the list does not yet contain the
K desired elements.

Following the pseudocode in Algorithm 2 we can describe KNNQ in more detail.
First, an initialization step takes place, where the root node of k?-tree (which cor-
responds to the whole P) is enqueued in the priority queue; the output list is also
created, with capacity for K elements.

Then, following a Best-First (BF) traversal of the k2-tree, the main loop processes
the priority queue. In each step, the top element is dequeued and it is split into up
to k2 submatrices. Note that in this process, we directly access the bitmap of the
k%-tree to test if the submatrix is empty (line 13), and we use getChild() (line 14),
which is based on rank operations over the k2-tree bitmap, to get the pointer to the
children nodes. Both are extremely fast operations. For each submatrix, if it is not in
the last level of the k2-tree, it can be enqueued for further processing. As lines 17-20
show, only submatrices that can hold candidate points are enqueued (when either the
minimum possible distance to ¢ is less than the maximum distance in the output list,
or when this list has not yet K elements); otherwise, the submatrix is discarded, thus
pruning the k2-tree traversal. If the submatrix corresponds to a leaf node of the k-
tree), then (lines 21-24) it is processed as a point, computing its distance to ¢ and
inserted into OutList if it is a valid candidate point.

Finally, lines 8-9 show a condition where the algorithm can stop without processing
the rest of the queue, which is when we are sure that it cannot hold better candidate
points: when OutList already has K elements and the minimum possible distance in
the queue is not lower than the current maximum distance of the list. In this case,
the algorithm stops, returning the current OutList.

4.2.2 KNNJQ using k2-trees

A naive version of KNNJQ could be implemented simply by iterating over all points
p; € P and calling KNNQ(p;, @, K). However, it would have a cost that depends
linearly on the number of points of P. This cost can become really high, in part due
to the fact that for each iteration the @ k?-tree must be traversed.

We have developed a more efficient version of KNNJQ that follows a Depth-First
approach to traverse P following the k?-tree partitioning strategy. For this algorithm,
all points of P must be considered, because the output is formed by the nearest
neighbors of each point in P. In each step, P is partitioned in up to k% submatrices
(as in KNNQ, only non-empty matrices are considered), and @ is also partitioned (P
and Q will always be at the same level of the conceptual k%-trees).

We associate with each submatrix of P the list of submatrices of ) that may have
candidate points for the output. Note the optimizations here: first, () is partitioned
only once and then associated with each of the (at most) k? submatrices of P. Second,
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Algorithm 2 KNNQ: Get the K nearest points of P to query point ¢ with a k2-tree.

: function KNNQ(q, P, K)
: rootP < {point : (x : 0,y : 0),ptr : 0}
: PQueue.enqueue(P : rootP, level : 0,minDist : 0})

1

2

3

4: OutList + new OrderedList(K)

5: while not PQueue.isEmpty() do

6 Node <+ PQueue.dequeue()

7 if OutList.length() == K

8: and Node.minDist > OutList. mazDist() then
9: return OutList

10: chLevel <— Node.Level + 1

11: chSize  n/khlevel

12: for i « 0 to k* — 1 do

13: if P[Node.ptr +i] == 1 then

14: chPtr < getChild(P, Node.ptr + 1)

15: childP < {(Node.P.point.z + chSize - (i mod k),

16: Node.P.point.y + chSize - |i/k]), chPtr}

17: if chLevel < P.lastLevel then

18: min__dist < MinDist(q, childP.point, chSize)

19: if OutList.length() < K or OutList. maxDist() > min_ dist then
20: PQueue.enqueue({childP, chLevel, min__dist})

21: else > Last level: leaves of the k*-tree (individual cells of the matrix)
22: distance < Dist(q, childP.point)

23: if OutList.length() < K or OutList.maxDist() > distance then
24: OutList.insert(child P.point, distance)

25: return OutList

for this association, only submatrices of @) with candidate points will be included, so
there is a pruning of @ in this step. When the partitioning reaches the leaves of the
k2-trees, the submatrices are really points, so for each point of P we return the K
closest points from the list of @ associated with it.

We will describe the KNNJQ with the help of its pseudocode, which is shown in
Algorithm 4. Since this algorithm is quite close to how it is actually coded, we give
an informal sketch of its main parts in Algorithm 3, for understanding purposes.

It takes as input two k2-trees P and @ (which hold the k2-tree representation of
the datasets P and Q, respectively) and the desired K closest points for each point
in P.

We use a list named OutList to output the result. Each element is of the form
(p, neighbors), where p is a point from P and neighbors is the list of its K nearest
neighbors. Each element of this inner list contains a point ¢ from @ and its distance
to p.

The algorithm uses a stack to process P k2-tree following a Depth-First traver-
sal. The Best-First approach is not applicable here, as all the points in P must be
considered. Additionally, a Depth-First traversal allows us to keep the memory usage
under control, making the pruning of @ k?-tree occur sooner. Each node of the stack
contains:

e A matrix that comes from P, including its top-left coordinates, the level in k2-tree,
and the pointer to where this matrix starts in the k2-tree bitmap. The size of the
matrix is always n/k!¢"’, where n is the length of the side of the whole P matrix.
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Algorithm 3 KNNJQ (informal sketch): Get the K nearest points in ) to each point
in P with k-trees.

function KNNJQ(P, Q, K)
> Each entry of st stack contains a node from P and a list of candidate neighbors
> (or submatrices that may contain them) along with min and max distances
> from the P node.
Initialize st as {P : root of P, neighbors : [{root of Q, minDist : 0, mazDist : v/2n}]})
while not st.empty() do
Node < st.pop()
if Node is not a leaf then
Process list of neighbors:
For each neighbor, add its children to the new neighbor list.
Pruning rule: If we have K elements and the next neighbor is farther,
stop processing the list.
Push into st each children of Node with the new neighbor list:
Update min and max distances.
Apply pruning rule with the new distances.
else
> Node is a leaf, neighbors are points.
Output list of neighbors of Node (up to K) to the result.

¢ An array or list of matrices that come from @, which are all at the same level of
the P matrix, but in Q k2-tree. Besides the top-left coordinate and level, it includes
the min and max possible distance of any point in the matrix to any point in the
P matrix (minmindist and maxmazdist, respectively). Again, these distances are
calculated as defined by Corral et al. [64]. This list suffers some reordering during its
processing, but at the end of each step it is sorted by minmindist, to allow pruning
when we have at least K candidate points.
When the matrices are at the leaf level of k2-trees, P represents a point, and this
list contains the closest points from @ sorted by its distance to P.

The stack is initialized at the top of the k2-trees: the whole P and a list containing
only the whole (). Note that we use the Euclidean distance, so in this case minmindist
is 0 and maxrmazxdist is v/2n, the length of the diagonal of the matrix.

The stack is processed until it is empty. In each step, the top node of the stack is
popped and processed. It starts with the list of @) elements, which will be sorted by
increasing minmindist.

If we are not at the leaf level of k2-trees, this process consists on (a) splitting
each @ matrix, (b) splitting also P, and (c) associating each @ submatrix to each
P submatrix. The splitting of each @ (lines 14-27) obtains up to k2 submatrices,
which will inherit minmindist and mazmazxdist (those are, respectively, valid lower
and upper bounds for the distance, which we can use for the pruning process; the
most accurate bounds will be computed later). The submatrices are inserted in a new
list children@, in this case ordered by maxmaxdist. The reason for this ordering is
the following: if, during the processing of the list of ) matrices, we already have K
elements in children@ and the maxmazdist of its (K — 1)** element is less than the
manmindist of the () matrix being processed, then we know that this matrix and the
following matrices in the current list of @s, do not have better candidate points. Thus,
we stop processing the list (pruning the remaining elements).
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Parts (b) and (c) of the process are shown in lines 28-47: First, P is split into up
to k2 submatrices, then the list children@ is associated with each submatrix. This
is done by creating a copy of children@ and computing the real minmindist and
mazxmaxdist for each element. Finally, the list is sorted by its minmindist, and the
node containing the P submatrix and the new children of @ is pushed into the stack
to be further processed.

Finally, if we are at the leaf level of the k2-trees, then we are dealing with points,
so we add them to OutList: The point P and the list of (at most) K points from @,
along with their distance to P. Not that we use minmindist, but we could also use
mazxmaxdist, because at leaf level both are the same: the real distance between the
points.

The last line of the algorithm just returns the output list, once the stack st is
exhausted.

5 Experimental Results

In this section, we experimentally evaluate the algorithms proposed for KNNQ and
KNNJQ variants, based on plane-sweep techniques or using k2-trees as the underlying
index. For the k2-trees, we use the value k& = 2 for all our experiments. We also
compare our results with algorithms that run over other well know index structures
used for KNNQ and KNNJQ: R*-trees and KD-trees.

Section 5.1 gives additional details about the experimental framework, describes
the datasets used in the experiments, and the main performance metrics. The remain-
ing sections describe the space requirements and query performance of k2-tree and
plane-sweep algorithms for KNNQ and KNNJQ.

5.1 Experimental framework

We conducted all our experiments using real-world data instead of synthetic data,
because the main objective of our research is to test the proposed query algorithms
(KNNQ and KNNJQ) with spatial data to verify their efficiency in real-world use
cases with different dataset sizes. Due to the difference in complexity of the algorithms
tested, we used three different groups of datasets: a collection of four large datasets and
two additional collections with lower sizes: four medium sized datasets, and six small
datasets. All of them are obtained from publicly available real-world data provided
by OpenStreetMaps.

The large datasets have been created by the SpatialHadoop group [65] and are
publicly available!. Among the datasets provided by this group, we choose the fol-
lowing from the OpenStreetMaps collection: Lakes (L), Parks (P), Road network (R),
and Buildings (B). Note that the source datasets store complex features as polygons
(L, P, B) or line-strings (R), so we must pre-process them to obtain sets of points.
Note also that the datasets cover the whole world, but the features they represent are
restricted to land regions, so large regions without features occur in all of them.

To obtain our sets of points, we extract all the points in each geometry of the
original datasets and add all of them to our collection. The coordinates are rounded

1 Available at http://spatialhadoop.cs.umn.edu/datasets.html
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Algorithm 4 KNNJQ: Get the K nearest points in @ to each point in P with k2-trees.

1
2
3
4:
5:
6
7
8

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:
26:
27:
28:
29:
30:
31:
32:
33:
34:
35:
36:
37:
38:
39:
40:
41:
42:
43:
44:
45:
46:
47:

48:
49:
50:
51:
52:

53:

: function KNNJQSP, Q, K)

st = new Stack(
OutList = new List()
rootP < {point : (x : 0,y : 0),level : 0,ptr : 0}
rootQ < {point : (z : 0,y : 0), minmindist : 0, maxmazdist : /2n, ptr : 0}
st.push({P : rootP,listOfQ : [rootQ]})
while not st.empty() do
Node + st.pop()
if Node.P.level < P.lastLevel then
chLevel < Node.level + 1
chSize « n/khlevel
count < 0
children@ « [ ]
for j < 0 to length(Node.listO fQ) do
if count > K and
Node.listO fQ[j]).minmindist > childrenQ[K — 1].maxmaxzdist then
Break For
for r < 0 to k2 — 1 do
if Q[Node.listO fQ|j].ptr +r] == 1 then
chPtr@Q = getChild(Q, Node.listO fQ[j].ptr + 1)
child@ = {point : (z : Node.listO fQ|j].point.x 4+ chSize- (r mod k),
y : Node.listO fQ|j].point.y 4+ chSize - |r/k]),
minmindist : Node.listO fQ[j].minmindist,
mazxmazdist : Node.listOQB[j].maxmaxdist,
ptr : chPtrQ}
insertSorted ByMaz(children@, childQ)
count < count + 1
for i + k? — 1 downto 0 do
if P[Node.P.ptr 4+ i] == 1 then
chPtrP = getChild(P, Node.P.ptr + i)
childP = {point : (x : Node.P.point.x + chSize - (i mod k),
y : Node.P.point.y + chSize - [1/k]),
level : chLevel, ptr : chPtrP}
listOfQ + [ ]
count < 0
for ¢ < 0 to length(childrenQ) do
thisQ < childrenQ]q|
min < MinMinDist(P.point, thisQ.point, size)
max < MaxMaxDist(P.point, thisQ.point, size)
if count > K and min > listO fQ[K — 1].maxmaxzdist then
Continue For;
child@ = {point : thisQ.point, minmindist : min,
maxmazxdist : max, ptr : thisQ.ptr}
insertSortedByMaz (listO fQ, childQ)
count < count + 1
sortByMinDist(listO fQ)
st.push(Node.P,listO fQ)

else > Leaf level: Include neighbors in the result
neighbors = new List()
for j < 0 to min(K,length(Node.listO fQ)) do
neighbors.Insert({ Node.listO fQ[j].point, Node.listO fQ[j].minmindist})
OutList.insert({p : Node.P.point, neighbor List : neighbors})
return Outlist
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Table 2 Statistics of large datasets: size and number of features of the source dataset, size
and number of points of the pre-processed dataset.

Source dataset Point dataset
Name #Features (M) Size (GiB) #Points (M) Size (GiB)
Road network (R-large) 717 24 678 16.7
Buildings (B-large) 115 26 614 14.7
Lakes (L-large) 8.0 8.6 327 8.2
Parks (P-large) 9.5 9.3 305 7.5

Table 3 Statistics of medium datasets: size and number
of features of the source dataset, size and number of points
of the pre-processed dataset.

Dataset #Points (M) Size (MiB)
Roads (R-medium) 54.0 1,366.8
Buildings (B-medium) 46.1 1,145.6
Parks (P-medium) 8.8 219.5
Lakes (L-medium) 8.1 206.0
eating 2.2 62.1
benches 2.1 57.3
information 1.0 27.5
parking 0.9 24.2

poi 0.6 17.5
lodging 0.5 13.0

to 6 decimal places, thus generating a grid with worldwide coverage and a precision
of around 10 centimeters. Table 2 displays the number of spatial features and original
size of each source dataset, as well as the number of points generated from each of
them after pre-processing. Note that the number of points is much higher than the
number of original records, since we take multiple points from each source record.

Two additional collections are used to evaluate more complex queries and to assess
the scalability of the algorithms. Table 3 displays the size and number of features in
these datasets.

The first collection of medium-sized datasets (R-medium, B-medium, P-medium
and L-medium) is also generated from the OpenStreetMaps datasets created by the
SpatialHadoop group [65], by taking the centroid point of the features in the original
collection, as in previous work [47]. In order to provide consistent and comparable
results between algorithms, we also encode all coordinates with a precision of 1076
degrees and remove duplicate points. Note that the selection of the centroid yields
datasets with roughly the same distribution as the larger versions described in Table
2 but a significantly lower number of points.

The second collection of smaller datasets described in Table 3 has been used to test
the performance of the most complex KNNJQ algorithms. We generate these datasets
from OpenStreetMap data. Each dataset represents a category of features and has
been built by extracting point features from specific tags associated with that feature.
For example, benches is associated with points tagged with amenity = bench, whereas
eating is associated with tag amenity and values cafe, pub, restaurant, fast_food, or
bar. These small datasets would allow us to propose real-life queries similar to those
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Table 4 Space required by the k2-tree representations of the large datasets

Dataset Plain (GiB) | Binary (GiB) k2-tree (GiB) | Compression ratio
R-large 16.7 5.1 3.5 0.73
B-large 14.7 4.6 2.3 0.49
L-large 8.2 2.4 1.7 0.66
P-large 7.5 2.3 1.6 0.68

described in Application 1 in the introduction (based on POIs), for example, to find
the closest eating places to parking spots.

All experiments were executed on an HP ProLiant DL380p Gen8 server, with
two 6-core Intel® Xeon® CPU E5-2643 v2 @ 3.50GHz processors and 256GiB RAM
(Registered @1600 MHz). The operating system is Oracle Linux Server 9.5, with
kernel Linux 5.15.0 (64bits). The source code for our algorithms is available at
https://gitlab.lbd.org.es/public-sources/djq/knnjq. The pre-processed datasets used
in our experiments are publicly available at https://doi.org/10.5281/zenodo.17544411.
R*-trees in main memory and its KNNQ [66] and KNNJQ [15] algorithms were also
coded by us. For the implementation of the R*-tree in main memory, we have fol-
lowed the guidelines proposed in [67] based on the original index [13]. The fan-out
value for each R*-tree was set to 10 (after testing several values), which speeds up
its construction and query processing. The source code for the KD-tree, created by
Christian Dalitz, is available at [68]%.

5.2 Space requirements and building time for indices

In this section, we display the space required to represent each dataset using a k2-tree,
compared to the plain representation. Tables 4 and 5 display, for each dataset, its plain
size, a binary size assuming that each point is represented using 2 32-bit integers, the
size of the k2-tree representing the dataset, and the compression ratio achieved. This
ratio represents the percentage of main memory saved by the k2-tree representation
itself, compared to a plain representation. In the following sections, we will focus on
the comparison of query times. However, given that the KNNJQ algorithms require
internal structures to keep track of the results, we will also describe, when necessary,
the actual memory required by the algorithms during execution. Note that k2Z-tree
is designed to efficiently compress large datasets, so the space savings in the smaller
datasets of Table 5 are minimal. However, in larger datasets, k2-tree requires less
than half of the space to represent the entire dataset in memory. Note that we do not
include in these tables the sizes of the KD-trees or the R*-trees, because they could
not be really serialized to disk since they use memory pointers.

Figure 3 shows the time taken to build the indices (which excludes the plane sweep
version). The times are quite similar between the index structures, and, even when
the KD-tree version usually takes less time, we have to consider that the k?-tree must
be built only once. After that, it can be directly loaded into memory. However, due to
the presence of pointers, both the KD-tree and the R*-tree must be built each time
they are used.

2 Available at https://github.com/cdalitz/kdtree-cpp
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Table 5 Space required by the k2-tree representations of the medium datasets

Dataset Plain (MiB) | Binary (MiB) k?-tree (MiB) | Compr. ratio
R-medium 1,366.8 412.2 349.1 0.8
B-medium 1,145.6 351.8 244.0 0.7
L-medium 219.5 61.6 61.9 1.0
P-medium 206.0 67.6 60.1 0.9
eating 62.1 17.1 14.3 0.8
benches 57.3 16.0 12.0 0.7
information 27.5 7.7 7.0 0.9
parking 24.2 6.7 6.1 0.9
poi 17.5 4.8 4.8 1.0
lodging 13.0 3.6 3.6 1.0

small medium

large

R*-tree 5559

Building time (ms)
Building time (ms)
Building time (ms)

lodg poi park info bench eat

parks lakes builds roads

Fig. 3 Building time (in milliseconds) for the indices.

5.3 Results of KINNQ algorithms

In this section, we compare the query performance of KNNQ algorithms developed in
this work, based on plane-sweep techniques, with the algorithms using k2-trees, and
consider also two classical index structures, namely the KD-tree and the R*-tree. We
performed experiments using the largest datasets B-large, L-large, P-large and R-large.
We generate a query set containing 1000 points, selected at random positions. For each
dataset, we tested both algorithms for different values of K € {1,10,102,10%, 104},
and measured the query times to answer the corresponding KNNQ for all points in
the query point. Then, we compute the average time per query.

Figure 4 displays the results obtained for all datasets. The k2-tree-based algorithm
is much more efficient than the plane-sweep algorithm (notice the logarithmic scale on
both axes). Using the k?-tree we are able to return results in less than 1ms for K = 1
in all datasets. This is due to the ability of k%-tree to efficiently restrict searches to a
region of the space. The plane-sweep algorithm, on the other hand, is forced to explore
a relatively large number of points even for small K, since it can only stop search
when the horizontal distance is larger than the current maximum result. Because of
this, the plane-sweep algorithm needs to explore a large number of points even for
K =1, and requires at least 20-100 ms/query. Larger values of K exhibit the same
behavior, reaching even more than 200 ms/query. Regarding the KD-tree, it behaves
similarly to the k2-tree for the smallest values of K, but it becomes less efficient as the
value of K increases. This pattern is much more noticeable for the R*-tree. When K
is smaller, the R*-tree is more efficient than the rest of the structures, but for larger
values (larger than 10) it becomes slower. For K = 10 or larger, it can be several
orders of magnitude slower than the k>-tree.
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Fig. 4 Query times for KNNQ in k2-trees and plane-sweep variants. Query times in milliseconds
per query.

Next, we focus on the scalability of the algorithms. We perform the same queries
on all medium-sized datasets. Figure 5 shows that the size of the dataset has almost
no influence in the k2?-tree times, whereas the plane-sweep algorithm is about 10
times slower in R-medium, the largest dataset, than in L-medium. To better highlight
this effect, we executed the same set of experiments on medium and small datasets.
Figure 5 displays the results for a selection of these datasets, sorted by size in decreas-
ing order. The largest dataset (R-medium) contains 54 million points, whereas the
smallest (lodging) contains 0.5 million. The results show that the plane-sweep algo-
rithm is much slower in larger datasets, whereas k2-tree displays much more consistent
query times. Nevertheless, even for relatively small datasets with a few million points
k2-tree is already faster to retrieve the nearest neighbors for small K values. The
behavior of the KD-tree and R*-tree is consistent with the larger datasets: even when
the dataset size affects their behavior, they seem to be much more influenced by the
value of K. For values larger than 103, both are clearly outperformed by the k2-tree.

In summary, the results of Figures 4 and 5 show that plane-sweep algorithm is
outperformed by the k2-tree, doubtless due to the k2-tree indexing capabilities, espe-
cially in larger datasets. The classical KD-tree and R*-tree might outperform k2-trees
for very small values of K, but the situation is reversed for slightly larger values.

5.4 Results of KNNJQ algorithms

In this section, we analyze the performance of the algorithms proposed to answer
KNNJQ. This distance-based join query requires a much more extensive computation
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Fig. 5 Query times for KNNQ in k2-trees and plane-sweep variants. Query times in milliseconds
per query.

than KNNQ, and returns a much higher number of results per query. KNNJQ is also
a high memory-consuming query, because for each point of the first dataset, a list of
the K nearest neighbors to that point must be stored. Due to this, in this section we
perform our experimental evaluation only on the medium and small datasets described
in Table 3.

First, we study the performance of the algorithms proposed for k2-trees and plane-
sweep. We compare the performance of our KNNJQ algorithms with a naive algorithm
(Mult.) that solves KNNJQ by executing a KNNQ for each point of the first dataset.
For this initial comparison, we use the smallest datasets , in which k2-tree is expected
to be less efficient than plane-sweep algorithms, since the goal of this initial comparison
is just to validate the efficiency of the KNNJQ algorithms versus a naive approach.
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Fig. 8 Query times for KNNJQ of medium-size datasets.

Figure 6 displays the results obtained for a selection of the join queries of small
datasets (lodging x poi, parkings x lodging, benches x parkings, and information x eating).
The KNNJQ algorithms are always more efficient than the naive (multiple KNNQ)
approaches in all cases, as expected. In plane-sweep algorithms, the KNNJQ algorithm
is 50% faster than the naive algorithm, whereas in k2-tree the KNNJQ algorithm is
more than 10 times faster than the naive algorithm. These results suggest that the
KNNJQ algorithms should achieve much better performance than the naive algo-
rithms in most real-world datasets. Note that plane-sweep algorithms are faster than
k2-tree-based algorithms, due to the small size of the datasets.

For the remaining tests, we will use the new KNNJQ algorithms for k%-trees and
plane-sweep and compare them with algorithms over KD-trees and R*-trees. For these
latest indices, we currently only have the naive multiple KNNQ algorithms. Figure 7
shows the results for the smallest datasets, and they are consistent with the previous
conclusions: the plane-sweep is faster for small datasets, and the three index structures
(k2-tree, KD-tree and R*-tree) have a similar behavior, being the k*-tree slightly faster
in most of the cases. In addition, the value of K strongly influences their performance.

Next, we study the performance of the KNNJQ algorithms in medium-size datasets
(R-medium, B-medium, L-medium, and P-medium) that correspond to a more real-
istic use case. Note that we only tested the join algorithms and small values of
K € {1,10,100}, since naive algorithms and very large K would lead to very large
query times and very memory-consuming. Figure 8 displays the results for several join
operations. In this case, the k2-tree join algorithm becomes faster than plane-sweep,
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Fig. 9 Memory consumption for KNNJQ of medium-size datasets.

especially for small values of K, and is always competitive. These results are consis-
tent with those shown in Figures 4 and 5, which show that k2-tree becomes much
more efficient as the size of the dataset increases.

Regarding the comparison of the index structures, again they have a similar behav-
ior between them, and they are usually faster than the plane-sweep approach. However,
memory consumption strongly affects the execution of algorithms (it highly depends
on the cardinality of the first dataset to be combined and the value of K), and for this
reason we consider it as performance metrics for KNNJQ. Figure 9 shows the memory
consumption for all queries shown in Figure 8. It represents, in MB, the maximum vir-
tual memory used by the program, taken from the information given in /proc/<pid>.
Notice that, being the only compact data structure, k?-tree has a much lower mem-
ory footprint than the rest of the index structures, especially the R*-tree (the two
R*-trees and arrMKH data structure are stored in main memory). Also note that, in
both figures, there is no information for R-medium x B-medium (the largest datasets)
with the R*-tree and K = 100. This is because the program consumed all the avail-
able memory on the server and was terminated by the operating system “OOM (Out
of Memory) Killer”.

We also compute the distance sensitivity of each KNNJQ operation
of our new algorithms for k2-tree and plane-sweep. It is formulated as
number of diflg‘ﬂ‘iaompumtions, for any two datasets P and @ [21]. Note that distance
computations are not the main factor that affects query times, especially in the k-
tree, but this metric allows us to evaluate the ability of each technique to prune
the search space. As shown in Figure 10, the distance sensitivity of the k2-tree is
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Fig. 10 Distance sensitivity for KNNJQ in k>-trees and plane-sweep variants for join of medium-
size datasets.

several orders of magnitude lower than the plane-sweep algorithm. Our results, there-
fore, show that the k2-tree requires much fewer distance-based comparisons than the
plane-sweep algorithm, supporting the conclusion that for relatively large datasets
the indexing capabilities of the k2-tree overcome the cost of additional computation
required by the data structure and become a major factor in its performance.

Since the cardinality of the datasets to be joined is a determining parameter in
KNNJQ, a final experiment related to the scalability of the data was also performed
and its results are shown in Figure 11 for query times and memory consumption.
We used a fixed value of K = 10 and performed two tests, varying the size of the
first or the second dataset. For the first test, by varying the size of the first dataset,
we take different percentages of points in L-medium and combine it with B-medium.
As the figure shows, the plane-sweep technique is the most affected by the size of
the first dataset, while the index structures remain relatively unaffected. The second
test, varying the size of the second dataset, was performed combining L-medium with
P-medium, B-medium and R-medium, which have an increasing number of points. In
this case, we can see that the k%-trees and KD-trees remain basically stable in their
performance regardless of the second dataset size, while the R*-tree is more influenced.
For the plane-sweep, we can see that the highest time corresponds to LxB, which is not
the largest combination. However, this dataset (B-medium) has its points distributed
in highly dense clusters, making the plane-sweep technique pruning rules ineffective,
having to perform many left- and right-comparisons.

6 Conclusions and Future Work

In this paper, we have addressed the problem of KNNQ and KNNJQ processing for
real-world spatial datasets (2-dimensional points from OSM), which can be applied
in numerous applications such as GIS, POIs recommendation systems, mobile loca-
tion services, transportation monitoring and moving objects, etc. We have presented
novel KNNQ and KNNJQ algorithms for compact (k?-tree) and plain (array of points
sorted by one dimension) data structures in main memory. In particular, we have
designed and implemented two novel algorithms in main memory using k2-trees, one
of them is for KNNQ and the other for KNNJQ. The algorithms proposed for k-
trees (mainly for KNNJQ) use several sophisticated pruning rules, taking advantage of
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variants for join of medium-size datasets, varying the size of the first (left) or second (right) datasets.

grouping, pre-processing and progressive pruning techniques. Similarly, two new algo-
rithms (KNNQ and KNNJQ) using the plane-sweep technique have been designed and
implemented in main memory. The new plane-sweep algorithm for KNNJQ improves
the brute-force nested loop algorithm to combine both datasets, and computes K NNs
in @ for all query points (in P) at the same time, significantly reducing the number
of distance computations and making the algorithm faster. In addition, we have exe-
cuted an extensive set of experiments on real-world spatial datasets to evaluate the
performance of our KNNQ and KNNJQ algorithms for k2-trees and plane-sweep in
main memory. Our experimental results show that the algorithms based on k2-trees
are faster than plane-sweep in large datasets, especially for small values of K. In
general, k%-trees benefit from large clustered datasets (including better compression
ratio), while plane-sweep techniques are negatively affected by highly dense datasets,
increasing the number of distance computations they have to perform. KNNQ algo-
rithms using k2-trees are up to 4 orders of magnitude faster than plane-sweep for small
values of K. In KNNJQ operations that retrieve a lot of results and involve a more
broad traversal of the datasets, k?-trees are still faster for small K, but the plane-
sweep algorithms are very competitive in smaller datasets. We have also compared
our approach with KNNQ and KNNJQ algorithms that use KD-trees and R*-trees,
showing the k?-trees are faster or at least competitive, while having a much lower
memory footprint. Overall, our algorithms based on k2-trees provide an interesting
alternative to other algorithms in scenarios with large datasets, where both memory
requirements and query performance are relevant.
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Our future work could explore the potential of our KNNQ and KNNJQ algorithms
using k2-trees in Spark-based distributed systems that could take advantage of the
lower space requirements of k2-tree. Another line of future research could be to imple-
ment the proposed algorithms for KNNQ and KNNJQ on GPUs using large spatial
datasets and compare them with the state of the art in KNNQ [69] and KNNJQ [52].
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